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A reminder on SMC

Sequential Monte Carlo (SMC) methods approximate sequences of
targets {7, }n>1 of the form 7, = 4,/Z, with

o Xln HMt Xt lvxt)Gt(Xt)
=il

= An—1(x1:n-1) Mn(Xn—1, Xn) Gn(xn)
where M; are Markov kernels and G; are non-negative weight functions.
Can be used
m as an alternative to MCMC (Del Moral et al., 2006)
m for rare event simulation (Cérou et al., 2012)

m for ABC (Sisson et al., 2007; Del Moral et al., 2012)

m for filtering
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State Space Models (SSM)

Yi-1 Yi
T Tgt
f;
e Xia Xt

A state space model (X;, Y:)r>1 C RYXP with

m transition density for the latent process fy(x¢—1, Xt)

m likelihood for the observation process gi(xt, yt)

4/ 42



In this case
ﬁ/n(xlzn) = p(Xl:m)/l:n)
n
= H fe(xe—1, Xt )&k (Xt, yt)
=il
= p(Xlznfla)/l:nfl)fn(anl;Xn)gn(Xm)/n)
and
A y X N
nn(Xl:n) 'Vn(Zj n)
o p(Xlznvylzn)
P(y1:n)
= p(xl:n|y1:n)
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Sequential Monte Carlo (SMC)

m Aim: Approximate 7),(x,) using a set of N weighted particles
{X5, Wit L,
m Ingredients:

1. a Markov kernel to sample X/ ~ M,(X! .,
2. a positive weight function to compute the weights W, oc G,(X!)
3. a resampling scheme to obtain {X! 1/N}N | from {Xi Wi}N

Example: the bootstrap particle filter corresponds to
ﬁn(xn) = p(Xn|y1:n)v M, =f, and G, = g()/n")-
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Sequential Monte Carlo (SMC)

Starting Point

Mutation
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Selection
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Divide-and-Conquer SMC (DaC-SMC)
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Divide-and-Conquer SMC (DaC-SMC)

An extension of standard SMC in which the sequence of target
distributions {7, },cT evolves on a tree T rather than on a line (Lindsten
et al., 2017).

A N
Ny Nue,

For simplicity we will consider the unnormalised targets {9, }ueT, S.t.
fu = '%/ZU-
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Divide-and-Conquer SMC (DaC-SMC)

m easier to distribute/parallelise (Corenflos et al., 2022; Ding and
Gandy, 2018)

m some models more naturally adapted to a tree structure than a
‘linear” one: e.g. graphical models (Lindsten et al., 2017; Paige and
Wood, 2016; Jewell, 2015)

Level 0:

= 533 fhg &%)

m distributed inference (Chan et al., 2021; Manderson and Goudie,
2021)
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Divide-and-Conquer SMC (DaC-SMC)

At each node u we have a set of N weighted particles {X/ W}V
approximating 7,.

To evolve use standard SMC ingredients
m transition/mutation: X ~ M,((X/,: Xr(w)): ")
m reweighting: W/ o G,(X!)

m resampling

with the addition of a merging step when two branches of the tree
merge.
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The Merge Step

m Aim: Given two populations of weighted particles on the left and
the right child, {Xp( W( )}, , and {Xr(u) W( )},N:l,
approximating 9y (,) and ¥r(uy build an approximation of 4,
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The Merge Step

m Aim: Given two populations of weighted particles on the left and
the right child, {Xei(u)’ W'( )}, , and {Xr(u) W( )},N:l,
approximating 9,(,) and 9,(,) build an approximation of 4,

m Ingredients:

» the (weighted) product form estimator (Kuntz et al., 2022)

~N ~N I I
IYK(U) X ,Yr(u) N2 ZZ W1 Wz X2 )

iu r(u
=1 =1 () (u)

» N2 mixture (importance) weights

o Ay xilu ,XZZU
miiR) = Wi W~ (ila el )),-2
W(u)(Xe(u))Vr(u)(Xr(u))

oy Wi

» a resampling scheme to obtain {X/,1/N}¥, from

{(Xétu)axﬁu)) 12 l2)}11 h=1
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Cheaper Alternatives

m lightweight mixture resampling (Lindsten et al., 2017)
m lazy resampling schemes (Corenflos et al., 2022)

m strategies borrowed from the literature on incomplete U-statistics
(Kuntz et al., 20234)
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Lightweight Mixture Resampling (

» Fix 0 < N.

» Sample {X )},1 Y, from 4y, and {X'2 } from 4,().

I21

> Build the N6 pairs (X} X’E ) and compute their weights miiR).

(u)’
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Adaptive Lightweight Mixture Resampling

A strategy based on the effective sample size (3, mZ)Q/Zn(mZ)Q.

» Set a target ESS, ESS*.
» Fori=1,..., N build (Xzi(u)eri(u)) and compute their weights
mf,i’i).
» While ESS < ESS™:
m Draw one permutation of N, w(/N), build (Xé"(u),X:T(i)

(u)
compute their weights m,(,"”(')),

m Update ESS.

) and
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What resampling scheme?

Ic mm light == |ight—ada == mix

“tleg 4
;ii l++4.4-

Runtime /s

Figure 1: Average (over dimensions) MSE at t = 10 over 50 runs for d = 128
as function of runtime for the linear cost version of DaC in Lindsten et al.
(2017) with lightweight mixture resampling, adaptive lightweight mixture
resampling and full mixture resampling. The boxes, from left to right,
correspond to increasing number of particles, N = 100, 500, 1000, 5000.
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Theoretical Properties ( )

m strong law of large numbers

=|

N
5200 % [ 0o
m central limit theorem
1Y o d
Vi (N > o) - [ sD(X)ﬁu(X)dX) STYCRHE)

m unbiasedness of normalising constant estimates

And other: ILP errors, bias estimates, optimal intermediate targets,
optimal proposals, ...
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High Dimensional Filtering
m Background
m Main Ildeas

m Experiments
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High Dimensional Filtering

m Background
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State Space Models (SSM)

Yio1 Yi
fi
- — X1 Xe

A state space model (X;, Y:)r>1 C RIXP with

m transition density for the /atent process f;(x;—1, X¢)

m likelihood for the observation process gi(xt, yr)

We are interested in

p(Xl:n‘}/l:n) X ﬁ/n(Xl:n) = p(Xl:nflaylznfl)fn(anlaXn)gn(men)-
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t—1 t t+1
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Collapse of Particle Filters

The mean squared error for a PF applied to a SSM with (X;):>1 € R? is

N . X 2 J
E (/]\-/ ;‘P(XA) - / ,D(Xn|y1;n)<p(x,,)dxn> < CW

For large d we need N o e to get good results.
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Particle Filters for High-Dimensions

Idea: Exploit the fact that dependencies in high dimensional SSMs
encountered in practice are often local in space

m Block PF (Rebeschini and Van Handel, 2015): decompose of
the state space into blocks and apply one step of a standard particle
filter on each block, obtain an approximation of p(x, | y1.n) using
the product of the approximations on each block

Not asymptotically consistent (i.e. no converge to correct
distribution)
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Particle Filters for High-Dimensions

Idea: Exploit the fact that dependencies in high dimensional SSMs
encountered in practice are often local in space

m Space-Time PF (STPF; Beskos et al. (2017)): decompose the
space dimension into blocks and run independent particle filters on
each of the blocks, then combine them using an importance
resampling step.

This requires explicit expression of the marginals

fa(xn(i) | xa(i — 1 : 1)) and that the likelihood term factorizes so
that x¢(/) given the observations and the past only depends on a
neighbourhood of x,(i), {x,(j) : j € A} for some AC {1,...,d},
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Particle Filters for High-Dimensions

Idea: Exploit the fact that dependencies in high dimensional SSMs
encountered in practice are often local in space

m Nested sequential Monte Carlo (NSMC; Nasseth et al.
(2015)): do one forward pass to approximate each dimension to
include the dependence of the “previous” dimensions and one
backward pass to introduce the dependence w.r.t. the “following”

dimensions

This requires explicit expression of the marginals
f(xali) | 3o = 1: 1))
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High Dimensional Filtering

m Main Ideas
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Divide and Conquer SMC for Filtering

x¢(1:2)

x¢(1)

Figure 2: Space decomposition for d = 8.
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Choice of Distributions

Fix n. We need {4, 4 }uer-
Constraints:
L ’%,%(Xn) o¢ p(Xn|y1:n)
m for u # R, 9, only depends on a subset of x,(1 : d)

H we can compute

An,u(Xn,e(u) s Xn,r(w))
Vi, e) (Xne00)) Y, () (X, ()
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Choice of Distributions

Recall
p(Xn|y1:n) X gn(Xm)/n) / fn(Xn—laXn)p(xn—1|y1:n—1)dxn—1-
Use auxiliary functions f, ,, gn 4 such that f, 92 = f,, gn:t = gn and for

ueT\R, f,, and g, , serve as proxies for marginals of f,, g,

ﬁ/n,u(xn,u) = gn,u(xn,ua ()/n(i))ieu) / an,u(anLXmu)'s/nfl,iﬁ(xnfl)dxnfl
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Choice of Distributions

Recall

p(Xn|y1:n) X gn(Xm)/n)/fn(Xn—laXn)p(xn—1|y1:n—1)dxn—1-

Use auxiliary functions f, ,, gn 4 such that f, 92 = f,, gn:t = gn and for
ueT\R, f,, and g, , serve as proxies for marginals of f,, g,

ﬁ/n,u(xn,u) = gn,u(xn,ua ()/n(i))iEU) / an,u(anLXmu)'s/nfl,iﬁ(xnfl)dxnfl

The integral above is intractable, so we define approximate targets as in
marginal particle filters (Klaas et al., 2005)

;?n,u(xn,u) gn u(Xn U7(yn lEu t 1anu n— 19‘{7Xn u)
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Divide and Conquer SMC for Filtering

At time t:

m start with {X]_, o, Wi 3N approximating p(x,_1|y1:n—1) at the
leaf level

m define targets

’?n,u(Xn.,u) &hn, u(Xn uv()/n l€u t 1anu n— 19%7Xn u)

m use DaC to move up the space from the leaves to the root, i.e. from
d particle populations approximating 1-dimensional to one
d-dimensional population {X} i, Wi }¥, which approximates
p(Xn|y1:n)
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Pros

m No need for analytical form of £,(x,(i) | x»(1: 7 — 1))
m No need for factorised likelihoods

m Easy to parallelise and distribute
Cons

m Polynomial cost in N (can be mitigated via GPUs)

m Needs specification of 4, ,
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High Dimensional Filtering

m Experiments
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Linear Gaussian Model

fi(x1) = N(xi; mi, X1)
fr(xe—1,xt) = N(x¢; Axe—1,2)
g:(xe, v) = N(yei xe, oy lda),

with ¥ € R9%? a tridiagonal matrix.

We compare the RMSE

E [(%:(7) — pe.i)°]

RMSE(x:(i)) :=
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Linear Gaussian Model - RMSE
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Spatial Model

The components of X; are indexed by the vertices v € V of a lattice,
where V = {1,...,d}?, and

Xe(v) = Xema(v) + Ur(v), Ue(v) ~ N(0,0%)
and
8t(xt, yt) o
—(v+d*)/2
13 ( J—x(v) Y rInl) —xtu»)]
veV J:D(vj)<r,
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8 x 8 grid
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Multivariate Stochastic Volatility Model

X1~ N4(0,%o),
Y, = C?V,,
Xt+1 = (DXt + Ut7
with C; a diagonal matrix with entries
C, = diag (exp(X:(1)), exp(X:(2)), ., exp(Xe(d))

® a diagonal matrix with diagonal entries ¢;,

<Z"‘> ~Npg(0,5)  with ¥ = (z‘/‘/ z‘”“) ,

t Tw Tw
and X, has entries given by
(Zo)ij = (Zuw)i/(1 — ¢igy),
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Opportunities and Related ldeas

m Theoretical guarantees should follow from those of standard
DaC-SMC (Kuntz et al., 2023+) and marginal particle filters
(Crucinio and Johansen, 2023)

m smoothing, parameter estimation

m Other applications: Parallel (in time) Smoothing (Corenflos et al.,
2022; Ding and Gandy, 2018), Divide and Conquer Fusion (Chan
et al., 2021), inference for graphical models and phylogenetic trees
(Jewell, 2015; Paige and Wood, 2016; Lindsten et al., 2017)

Thank you!
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